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Abstract
This study identifies and examines the diversity paradox, wherein efforts to create observably
diverse teams may paradoxically lead to less cognitive diversity. Individuals often form diverse
teams using easily observable, surface-level markers like race or gender as selection criteria.
However, research shows that people frequently feel apprehensive about working with
colleagues who appear dissimilar. Our theory proposes that individuals manage this discomfort
through compensatory cognitive homophily: selecting visibly diverse teammates who are, at the
same time, more cognitively similar. As a result, teams that appear demographically diverse may
actually exhibit less cognitive diversity than possible, or even less than comparable
demographically homogeneous teams. To test this idea, we analyzed data from over 4 million
collaborative teams, comprising 3 million unique patent inventors on U.S. patents issued
between 1976 and 2019. We use gender as a salient indicator of surface-level diversity and
employ machine learning techniques to assess collaborators’ knowledge diversity based on the
nature of their prior inventions. We find evidence for the diversity paradox, and show that the
correlation between deep-level and surface-level diversity may impact the strength of this effect.
This study provides insights for research and practice on team composition, collaborative
practices, and organizational diversity interventions.
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INTRODUCTION

In recent years, efforts to create demographically diverse teams have become increasingly
prevalent in science and the creative industries, where collaboration and team composition are
central to production and innovation (de Vaan et al. 2015; Kang & Kaplan 2019; Leahey 2016;
Uzzi & Spiro 2005). One key motivation for assembling such diverse teams is that diversity is
thought to broaden the range of knowledge, perspectives, and problem-solving approaches
available to a group. Sociological research on scientific collaboration, creative production, and
network brokerage suggests that access to diverse perspectives can improve innovation,
creativity, and impact (Burt 2004; Foster et al. 2015; Page 2008; Vedres & Stark 2010). Research
on creative fields similarly shows that innovation often emerges from atypical combinations,
peripheral or bridging network positions, and the recombination of knowledge across otherwise
disconnected domains (Cattani & Ferriani 2008; Cattani et al. 2014; Jacobs & Frickel 2009; Uzzi
et al. 2013). However, demographic diversity does not necessarily map neatly onto task-relevant
differences in knowledge and perspectives, since social networks, training, experience, and
access to information can vary in ways not reducible to demographic characteristics alone (Burt
2004; DiMaggio & Garip 2012; Hirschman & Garbes 2021).

Despite this potential for cognitively diverse teams to improve performance, efforts to
harness cognitive diversity often fall short because homophily, social boundaries, and network
closure can limit meaningful interaction across differences (Marsden 1987; Moody 2001; Rivera
2012). Network research has shown that similarity can emerge endogenously through repeated
interaction, shared affiliations, and social influence, thereby producing convergence even in
settings that are formally open to difference (Centola et al. 2007; Srivastava & Banaji 2011). We

advance this line of work by identifying a latent selection impediment to assembling cognitively



diverse teams: focusing on demographic diversity alone may overlook deeper cognitive and
informational similarities that shape collaboration (Burt 2004; Hirschman & Garbes 2021).
Specifically, we identify and find empirical support for a diversity paradox: efforts to foster
demographically diverse teams may inadvertently coexist with cognitive homogeneity, thereby
potentially undermining creative outcomes. This argument resonates with research showing that
diversity and innovation are not mechanically linked: the benefits of diversity depend on whether
heterogeneous actors are actually integrated into the networks and collaborative processes
through which new ideas are generated and recognized (Cattani & Ferriani 2008; Cattani et al.
2014; Ruef et al. 2003).

We argue that this diversity paradox arises from two interrelated dynamics. The first
concerns how people select diverse collaborators. It originates from the recognition that diversity
is a multidimensional construct, encompassing both more and less easily observable indicators.
Numerous studies have highlighted this distinction, referring to the more observable indicators of
diversity — such as race, gender, or other visible characteristics — as ““surface-level” (Harrison
et al. 1998), “bio-demographic” (Horwitz & Horwitz 2007), “visible” (Pelled 1996), or
“observable” (Milliken & Martins 1996) diversity. Conversely, the less easily observable
indicators — such as one’s values, beliefs, knowledge, experiences, or cognitive styles — are
often described as “deep-level” (Harrison et al. 1998), “task-related” (Horwitz & Horwitz 2007),
“job-related” (Pelled 1996), or “underlying” (Milliken & Martins 1996) diversity. This
distinction is important because demographic characteristics are often more immediately legible
than underlying cognitive differences, and actors frequently rely on visible attributes as practical
signals when evaluating, selecting, or coordinating with others under uncertainty (Ridgeway &

Erickson 2000). In the process of selecting diverse team members, individuals may therefore



emphasize more readily visible, surface-level indicators of diversity, even when the presumed
benefits of diversity depend more directly on deeper differences in knowledge, perspective, or
cognition (Harrison et al. 1998; Harrison et al. 2002; Postmes et al. 2005; Van Knippenberg et al.
2004). As a result, actors may satisfy demographic diversity goals while still selecting
collaborators who are cognitively similar or embedded in overlapping informational and social
worlds (Centola & Macy 2007; Kossinets & Watts 2009; Wimmer & Lewis 2010).

The second dynamic underlying the diversity paradox involves the well-known human
preference for homophily, the enduring tendency to gravitate toward similar others across
various forms of interaction (Byrne 1971; McPherson et al. 2001; Tajfel 1978; Turner et al.
1987). People prefer similar others, in part because collaboration with dissimilar individuals
often induces anticipatory discomfort, tension, and uncertainty (Abrams et al. 1990; Byrne 1971;
Meyerson & Fletcher 2000; Tsui et al. 1992; 1995). Observable demographic differences
frequently amplify concerns regarding potential interpersonal conflict, communication
breakdowns, and coordination difficulties, such as disagreements over team roles or mismatches
in work styles, resulting in heightened apprehension toward collaboration with diverse others
(Byrne 1971; Shore et al. 2011; Tsui et al. 1992). At a minimum, diverse teams are likely to
engender greater uncertainty regarding how the collaboration will progress compared to more
homogeneous teams (Abrams et al. 1990; Tsui et al. 1995). Such anticipatory tensions are known
to reinforce homophily (Abrams et al. 1990; Byrne 1971; McPherson et al. 2001).

We suggest that when the correlation between surface-level diversity — e.g., observable
demographic differences among collaborators — and deep-level diversity — e.g., differences
among collaborators in cognitive perspectives — is imperfect, individuals may mitigate the

discomfort associated with selecting visibly diverse teammates via compensatory cognitive



homophily (cf. Cox & Blake 1991; Kilduff et al. 2000; Liang & Picken 2011; Williams &
O’Reilly 1998). This argument builds on research showing that demographic characteristics do
not map cleanly onto cognitive or informational difference, because social classifications such as
race, gender, and status shape opportunities and expectations while remaining imperfect
indicators of actors’ knowledge repertoires and perspectives (Ridgeway & Erickson 2000;
Srivastava & Banaji 2011). In this process, actors favor individuals who are visibly diverse yet
latently similar in order to mitigate anticipatory concerns about collaborating with dissimilar
others. Although our research design does not permit us to pinpoint the precise psychological
micro-mechanisms underlying compensatory cognitive homophily, insights from related studies
on compensatory behaviors suggest that this mitigation likely occurs unconsciously (Willer et al.
2013). Thus, as individuals strive to minimize the perceived risks and uncertainties of diverse
collaborations, efforts toward demographic diversity may paradoxically favor cognitive
homogeneity, reproducing familiar informational and social patterns even within visibly diverse
teams (Kossinets & Watts 2009; Rivera 2012).

The magnitude of the diversity paradox can span a continuum. On the milder end,
compensatory cognitive homophily may limit the effective utilization of cognitive diversity
available among potential collaborators, undermining its instrumental advantages in creative
work. This possibility is consistent with research on innovation and creative production showing
that novel outcomes often depend on recombination, atypicality, brokerage, structural folding, or
the productive mixing of otherwise distant knowledge domains (Foster et al. 2015; Uzzi & Spiro
2005; Vedres & Stark 2010). At the extreme, the diversity paradox may overshadow
surface-level diversity selection entirely, resulting in teams that are less cognitively diverse than

those formed without an emphasis on demographic diversity. In that case, the formal pursuit of



demographic diversity may coexist with the erosion of the very cognitive variety thought to
make diverse collaboration valuable, echoing broader findings that innovation depends not
simply on heterogeneity, but on whether diverse actors and ideas are meaningfully integrated into
collaborative networks (Cattani & Ferriani 2008; Uzzi & Spiro 2005). We show how these
implications for larger social collectives can differ at various levels of correlation between
demographic, or surface-level, and cognitive, or deep-level, diversity in the population.

Importantly, this paradox does not suggest that surface-level diversity is inherently a poor
proxy for deep-level diversity. Rather, it implies that majority members may actively filter for a
specific subset of diverse candidates who do not possess, or are not perceived as possessing, the
distinct cognitive perspectives typically granted by their differing lived experiences. This point is
important because demographic characteristics shape access to networks, recognition, evaluation,
and status (Moody 2001; Turco 2010; Wimmer & Lewis 2010). Research on tokenism and
organizational evaluation suggests that inclusion can be conditioned on whether minority or
outsider candidates appear compatible with dominant expectations, thereby limiting the
disruptive or generative potential of diversity (Kanter 1977; Rivera 2012). Fundamentally,
compensatory selection functions as a “safety filter,” stripping away the upward performance
potential of a demographically diverse team. By favoring collaborators who are demographically
different but cognitively familiar, such selection may reduce the likelihood of the atypical
combinations, boundary-spanning positions, and interpretive friction that often support creativity
and innovation (Foster et al. 2015; Uzzi & Spiro 2005; Vedres & Stark 2010).

We test our theory using a dataset of 4,113,158 invention teams comprising 3,118,992
unique inventors associated with U.S. patents from 1976 to 2019. Our analysis centers on

inventor gender as a salient indicator of surface-level diversity. We focus on gender because our



interviews with inventors? revealed it as a prominent consideration in inventor team formation
and because it can be reliably identified in large-scale data (Herring 2009; Jensen et al. 2018;
Ridgeway 2014). To measure cognitive diversity, we leverage advances in natural-language
processing and machine learning methodologies. Specifically, employing word embedding
models on over four million patent abstracts, we construct a comprehensive representation of the
knowledge landscape in which inventor teams are working (Aceves & Evans 2024; Lix et al.
2022). By subsequently positioning inventors within this knowledge space based on their prior
inventions, we are able to quantify the cognitive distance between collaborators, enabling robust
assessments of cognitive diversity within teams. Additionally, we utilize a formal model to
investigate how variations in the relation between surface-level and deep-level diversity shape
the societal implications of composing demographically diverse teams.

By exploring how compensatory cognitive homophily drives the diversity paradox, we
aim to make several contributions to studies of teams and organizations. First, we advance the
cognitive-resource perspective that concurrently examines the effects of surface-level and
deep-level diversity on team outcomes (Cox & Blake 1991; Phillips & Loyd 2006; Williams &
O’Reilly 1998) by critically assessing its boundary conditions. Specifically, we demonstrate how
the decoupling of demographic and cognitive diversity in populations can interact with
endogenous selection preferences to produce unintended compositional dynamics. This argument
builds on sociological work showing that homophily and network closure shape collaboration
and opportunity allocation in ways that are not reducible to formal demographic characteristics
alone (Kossinets & Watts 2009; McPherson et al. 2001; Rivera 2012; Ruef et al. 2003). Second,

by delineating the conditions under which the diversity paradox emerges and exploring its

% In the course of our research, we conducted 10 semi-structured interviews with inventors affiliated with a wide range of
nonprofit and for-profit organizations. Our sample of interviewees was diverse in terms of gender, age, and area of specialization.



implications at a collective scale, we illuminate previously unexplored constraints affecting
organizational efforts to harness diversity. In doing so, we speak to research showing that
inclusion, collaboration, and innovation depend not only on the nominal presence of diverse
actors, but also on whether those actors are incorporated into the relational and cognitive
structures through which ideas are generated, recognized, and rewarded (Foster et al. 2015; Uzzi
& Spiro 2005; Vedres & Stark 2010). Finally, the present work bears practical policy
implications, suggesting that diversity initiatives may benefit from interventions aimed at
recognizing and valuing cognitive diversity explicitly, especially in teams with prominent
demographic majorities. Rather than treating demographic representation as a sufficient
condition for cognitive heterogeneity, organizations may need to design selection, evaluation,
and collaboration processes that broaden informational access and make deep-level differences in
knowledge, perspective, and problem-solving style more visible and valued.
THEORY AND HYPOTHESES

Surface- and Deep-Level Diversity

A longstanding research tradition has distinguished between more easily observable and
less easily observable attributes that serve as indicators of team diversity. These attributes have
been categorized under various labels, including “surface-level” and “deep-level” (e.g., Harrison
et al. 1998); “bio-demographic” and “task-related” (Horwitz & Horwitz 2007); “visible” and
“job-related” (Pelled 1996); and “observable” and “underlying” (Milliken & Martins 1996).
Despite these differing terminologies, they collectively emphasize a key common dimension for
distinguishing diversity attributes: the extent to which individual attributes are more or less
readily observable by others. For example, Harrison and colleagues (1998: 97) defined

surface-level attributes as “differences among group members in overt, biological characteristics



that are typically reflected in physical features.” Similarly, Horwitz and Horwitz (2007: 990)
described surface-level attributes as those that “are immediately observable and categorized.”
Examples of surface-level attributes in extant research typically include gender, race, ethnicity,
and age (Milliken & Martins 1996; Phillips & Loyd 2006).

Surface-level categories can operate as a double-edged sword: they may signal diversity
and promise informational gains, yet also trigger social-categorization and status inferences that
increase friction and bias (Carter & Phillips 2017; Ridgeway & Erickson 2000). Accordingly,
treating gender as a surface-level cue is theoretically useful not only because it is visible, but
because it is consequential: its visibility can shape expectations about competence, fit, and
influence well before task-relevant differences are known (Ridgeway & Erickson 2000;
Srivastava & Banaji 2011). Consistent with integrative models of diversity, the same
surface-level cue can simultaneously raise expectations of informational benefits and heighten
concerns about relational friction, making its net effect contingent on the interaction processes it
activates (Van Knippenberg et al. 2004). This process-contingent view implies that gender
composition may shape team outcomes not only through the knowledge teams possess, but also
through whether members elaborate on that knowledge versus retreat into categorization-based
dynamics. However, much of this literature, including Phillips et al.’s (2006) work on how
surface-level cues shape interaction and performance, implicitly takes team composition as
given, leaving ambiguous whether observed diversity effects originate in team formation — who
gets selected under surface-level diversity cues — versus team functioning — how selected
members elaborate information once assembled. We address this ambiguity by theorizing and

testing a selection-stage mechanism, compensatory cognitive homophily, showing how the



pursuit or presence of surface-level gender diversity can systematically shape the deep-level
makeup of teams before any collaboration unfolds.

We here follow this tradition and focus on gender as a salient indicator of surface-level
diversity (Herring 2009). Our fieldwork with inventors revealed that they had been paying
attention to the gender composition of their teams for quite some time. For example, one
inventor we interviewed commented, “In the 1980s, all engineering students were male and
mostly Asian. I tried to get students to fill the gap, but women came rather infrequently.”
Another commented, “Women often failed in my lab because it was male-dominated, and males
were not helpful to females in those days. I only take women if there are at least two at a time in
my lab.” These observations are echoed by inventors selecting teams in the present day, ““/
consider diversity because students tend to work better with each other when they have unique
backgrounds. International students provide a lot of that diversity.”

Over time, gender has become a highly discussed attribute in research and policy making
with respect to patent production, engendering a number of initiatives to enhance women’s
representation in innovation by implementing programs that provide women mentorship,
networking events, and seminars (Ventures JHT; Xun et al. 2024) or by creating Technology
Transfer Offices to give women better opportunities to commercialize their ideas (Sugimoto et al.
2015). These initiatives are aligned with broader efforts to increase female representation in
leadership roles in Fortune 500 companies, healthcare, and politics by breaking the proverbial
glass ceiling (Bass & Avolio 1994; Chisholm-Burns et al. 2017; Cook & Glass 2014).
Accordingly, in this study, we operationalize surface-level diversity as gender diversity. Gender
is a salient, observable attribute in innovation contexts. It has been the focus of numerous policy
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addition, the gender of inventors can be reliably identified at scale in the context of patent
innovation (Herring 2009; Jensen et al. 2018; Ridgeway 2014). In Harrison and Klein’s (2007)
terms, our focal deep-level construct is diversity as variety — nonredundant knowledge and
perspectives relevant to invention. By contrast, surface-level gender diversity may function as a
salient cue that activates social-categorization dynamics closer to separation — differences in
positions or beliefs — and may also be entangled with disparity to the extent that gender tracks
status, influence, or access to valued resources in inventive settings (Kanter 1977; Ridgeway &
Erickson 2000; Turco 2010).

Differing from surface-level diversity, deep-level attributes refer to “differences among
members’ attitudes, beliefs, and values” (Harrison et al. 1998: 98). These indicators are
conveyed through verbal and nonverbal behavioral cues (Harrison et al. 1998) and are typically
not instantly observable, unlike the immediate visibility of surface-level attributes (Phillips et al.
2006). Consequently, deep-level diversity attributes — those that are less readily observable —
have been operationalized as differences in technical abilities, knowledge, socioeconomic status,
organizational tenure, values, beliefs, and personality characteristics among teammates
(Cummings et al. 1993; Jackson et al. 1995; Milliken & Martins 1996; Tsui et al. 1992).
Importantly, demographic characteristics may shape access to networks, training, opportunities,
and recognition, but they do not map perfectly onto task-relevant knowledge or cognitive
perspective (DiMaggio & Garip 2012; Hirschman & Garbes 2021; Wimmer & Lewis 2010). This
imperfect mapping between surface-level and deep-level attributes is central to our argument.

While there are a multitude of ways to approach deep-level diversity, prior research
highlights relatedness of expertise as a particularly salient dimension. While not a principal

requirement for all studies of deep-level diversity, it shows up most prominently in the



approaches that described deep-level diversity through the lens of “task-* or “job-relatedness”
(e.g., Horwitz & Horwitz 2007; Pelled 1996). For example, Harrison et al. (1998: 98) explicitly
describe deep-level diversity as “diversity in underlying attributes, which include([s] attitudes,
values, knowledge, and skills.” In the context of invention, cognitive diversity—conceptualized
as differences in knowledge, thinking, and problem-solving styles—is paramount for recognizing
the benefits of diverse teams (Kurtzberg 2005; Leahey 2016; Martins et al. 2013; Sauer et al.
2006). We therefore focus on the expertise-related attributes of diversity, emanating from the
nature and focus of inventors’ prior patenting experience. In the patenting process, the work
inventors previously undertook and the inventions they secured have both proven critical for
predicting patent application scope and speed (Choudhury & Haas 2018) and for determining
firms’ future innovation trajectories (Rosenkopf & Nerkar 2001).

These observations are broadly congruent with research on the benefits of cognitive
diversity. While there are natural limits on how people with vastly different knowledge and
expertise can work with one another, empirical research suggests that the cognitive diversity of
teams in creative settings is generally a desirable characteristic, often leading to superior creative
outcomes. Cognitively diverse teams have more information, heuristics, and perspectives to
provide and recombine in order to achieve better solutions (Page 2008; Williams & O’Reilly
1998). This logic is also consistent with sociological and network research showing that
innovation often emerges from brokerage, recombination, structural folding, atypical
combinations, and the bridging of otherwise disconnected domains of knowledge (Burt 2004;
Foster et al. 2015; Jacobs & Frickel 2009; Uzzi & Spiro 2005). In science and creative

production, teams occupying peripheral or bridging positions, or combining knowledge in



unconventional ways, are often better positioned to generate novel and impactful outcomes
(Cattani & Ferriani 2008; Cattani et al. 2014; Uzzi et al. 2013).

In addition, cognitive diversity is often a prerequisite of perspective integration
(combining different views for a more complete reality) because it provides a wide range of
knowledge, ideas, and values (De Dreu et al. 2008; De Dreu & West 2001; Shin et al. 2012; Van
der Vegt & Janssen 2003). Thus, cognitively diverse teams not only generate better ideas but can
better process, assimilate, and integrate them, mitigating groupthink and leading to better
solutions to a range of problems (Hoever et al. 2012; Kurtzberg 2005; Williams & O’Reilly
1998). As a result, the benefits of cognitive diversity have been observed in a variety of settings,
ranging from better decision-making in hospitals (Dooley & Fryxell 1999) and top management
teams (Peterson et al. 1998; Simons et al. 1999) to better resource allocation (Tjosvold 1988) and
formulation of more effective global strategies (Carpenter & Fredrickson 2001).

Accordingly, in this study, we capture deep-level diversity via cognitive diversity, which
we conceptualize as differences in knowledge, thinking, and problem-solving styles, which are
most relevant to the task of invention. Given that deep-level diversity is analogous to
“task-related” and “job-related” diversity (Harrison et al. 1998; Horwitz & Horwitz 2007; Pelled
1996), we operationalize it by systematically examining the exact nature of inventors’ prior
patenting work.

Surface-Level Diversity Apprehension

In the process of assembling teams, individuals frequently depend on surface-level
characteristics — such as race, gender, age, and other readily observable traits — to guide
selection decisions (Allen & Wilder 1979; Chen & Kenrick 2002; Phillips 2003; Phillips et al.
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salient, immediately visible, and easily categorized, they often serve as tangible indicators of a
diverse team. Indeed, extant research has shown that such surface-level diversity cues shape
psychological assumptions about teammates’ potential capabilities and perspectives (Chen &
Kenrick 2002; Phillips 2003). A key underlying belief is that individuals who appear different
are likely to think differently, leading many to associate surface-level diversity with deeper,
task-related variation in expertise or viewpoints (Phillips et al. 2004). Yet such associations are
imperfect because social classifications shape opportunities, expectations, and status while
remaining incomplete indicators of actors’ actual knowledge repertoires and cognitive
perspectives (Ridgeway & Erickson 2000; Srivastava & Banaji 2011; Hirschman & Garbes
2021).

It is important to note in this respect that majority group members typically maintain
decision-making power over team composition and frequently treat surface-level characteristics
as proxies for functional or cognitive differences (Allen & Wilder 1979; Chen & Kenrick 2002;
Phillips 2003). Even where minority candidates exercise some agency in choosing to join,
ultimate decision authority is often associated with majority or higher-status actors (Bacharach &
Lawler 1980; Bailyn 1993; Davis 1973; Kanter 1977). Building on this work and our field
observations of inventor team composition, our argument therefore assumes that the majority in a
group, on average, will be selecting the minority individual, rather than the other way around.
This assumption is also consistent with research showing that inclusion and evaluation are often
conditioned by dominant-group expectations about fit, compatibility, and status order (Kanter
1977; Rivera 2012; Turco 2010).

Notwithstanding the desire of some individuals to pursue surface-level diversity, a

substantial body of literature underscores the principle of homophily — the fundamental



preference to associate with others who share similar attributes (Byrne 1971; Chatman 1991;
McPherson et al. 2001; Rivera 2011). This preference manifests across various demographic
dimensions, including race, gender, religion, and education (Marsden 1987; McPherson et al.
2001; Moody 2001). The finding of homophily is rooted in a range of complementary theoretical
perspectives, including the similarity-attraction paradigm (Byrne 1971), self-categorization
theory (Turner et al. 1987), and social identity theory (Tajfel & Turner 1986).

Across these perspectives, among the main explanations for homophily is that it reduces
uncertainty: individuals assume that those who resemble them are more likely to share
compatible perspectives and communication styles (Brockner 1988; McPherson et al. 2001).
Conversely, when majority group members deviate from homophily by selecting a visibly
different teammate, they are known to experience anticipatory anxiety, viewed here as
expectations regarding potential conflicts, misunderstandings, or coordination challenges prior to
collaboration (Byrne 1971; Tsui et al. 1992). Empirical work indicates that demographic
dissimilarity can indeed heighten perceptions of conflict, introduce communication barriers, and
undermine group cohesion (Kiesler 1978). Stephan and Stephan (1985) further argue that such
anxiety originates in negative stereotypes, perceived out-group inferiority, and lower levels of
intergroup contact, thereby fostering hostility or discomfort toward those deemed different.

These anxieties are likely to become particularly acute when a majority group selects an
underrepresented member based on visible diversity criteria, underscoring the departure from
homophily. Scholars suggest that this situation often compels both majority and minority
members to wonder whether they will “get along” (Tsui et al. 1992; Tsui et al. 1995). Relatedly,
scholars observed that a numerical minority is often subject to social isolation or hostility, with

its distinctiveness magnified in the eyes of the majority (Kanter 1977; O’Farrell & Harlen 1982).



Under such circumstances, for example, minority individuals feel obligated to prove themselves
as “safe” collaborators whose identities do not threaten team cohesion or performance (Fisek et
al. 1991).

Qualitative findings further highlight the centrality of perceived compatibility. For
example, Zellmer-Bruhn and colleagues (2021) found that inventors regularly emphasized
interpersonal fit—beyond skill complementarity—as essential in team formation. One inventor
remarked, “Probably the biggest challenge is having people get along well and have good
communication” (Zellmer-Bruhn et al. 2021: 11), while another observed that dismissing a
collaborator over personal discord can be costly: “You pay for it ten times” (Ibid). Likewise, our
own fieldwork indicates that concerns over potential conflict and interpersonal friction
commonly prompt individuals to select teammates from their existing networks, which tend to be
homophilous and closed around repeated interaction, shared affiliations, and social proximity
(Kossinets & Watts 2009; McPherson et al. 2001; Wimmer & Lewis 2010). As one inventor
explained, “I prefer to work with friends because I don't know if I can trust strangers, and trust is
an important element. Strangers have not played as well for me.”

We posit that the fundamental drive for compatibility typically steers individuals toward
surface-level homophily. However, deviating from this baseline—specifically to pursue the
perceived benefits of surface-level diversity—can engender significant unease. More precisely,
the decision by majority members to include minority collaborators based on surface-level
indicators precipitates a tension between two competing forces: the instrumental desire to
capitalize on diversity and the anticipatory anxiety regarding the interpersonal challenges and

potential conflicts that such heterogeneity may entail.



Compensatory Cognitive Homophily

Individuals often experience anticipatory anxiety when considering teammates who differ
from themselves in terms of surface-level, demographic characteristics. This distinction matters
because the creative benefits typically attributed to diversity stem primarily from diversity as
variety (differences in information/knowledge), whereas the frictions that generate anticipatory
anxiety are more consistent with diversity as separation (differences in positions or beliefs;
Harrison & Klein 2007). Our argument is that, in selection, visible demographic differences can
therefore coexist with, and even motivate, screening against deep-level variety.

Recent work argues that compositional indicators — who is on the team — are often poor
proxies for the diversity that actually matters in collaboration, because diversity becomes
consequential through interaction. From this emergent diversity perspective, surface-level
composition is best understood as an input that can shape inclusion, influence, and information
elaboration processes rather than as a direct cause of cognitive variety (Van Knippenberg & Mell
2016). This selection-stage logic aligns with calls to move beyond compositional diversity and
attend to how diversity becomes consequential through team processes and emergent states (Van
Knippenberg & Mell 2016). It also resonates with sociological work showing that formal
openness to difference does not necessarily disrupt network closure, similarity, or unequal
incorporation into collaborative processes (Burt 2004; Kossinets & Watts 2009; Rivera 2012;
Wimmer & Lewis 2010). In particular, surface-level gender composition may prompt interaction
patterns — including anxiety management, influence allocation, and compatibility screening —
that yield emergent cognitive similarity, even when teams appear diverse on observable

attributes.



To mitigate this apprehension, we theorize that majorities in groups engage in
compensatory cognitive homophily, selecting teammates who, despite their visible diversity,
resemble them on deeper cognitive dimensions. It is precisely these compensatory tendencies
that give rise to what we describe as the diversity paradox, wherein intentional efforts to enhance
surface-level diversity — or selection processes that produce surface-level diversity — can
inadvertently produce greater homogeneity in deep-level cognitive attributes. Crucially, this
paradox can arise when the correlation between surface-level and deep-level diversity is
imperfect, a fact consistently substantiated by prior research (Glick et al. 1993; Horwitz &
Horwitz 2007; Kilduff et al. 2000; Liang & Picken 2011). This point is also consistent with
network and stratification research showing that demographic categories shape access to
information, opportunity, and status, but do not fully determine actors’ knowledge repertoires,
perspectives, or social embeddedness (Burt 2004; Moody 2001; Ridgeway & Erickson 2000).

As articulated above, the psychological discomfort associated with selecting visibly
dissimilar teammates can lead to anticipatory anxiety regarding conflict, tension, and
coordination issues in teams. Rather than altogether avoiding diverse collaborations, individuals
may respond to this anxiety by seeking teammates who share cognitive or deep-level similarities
in the form of a compensatory response. More broadly, individuals commonly presume that
demographic similarity translates into cognitive alignment, even in tasks unrelated to observable
characteristics (Allen & Wilder 1979; Chen & Kenrick 2002; Phillips 2003). Given that
surface-level characteristics frequently serve as proxies for assumptions about cognitive
similarity or divergence (Allen & Wilder 1979; Chen & Kenrick 2002; Phillips 2003), teams
confronting surface-level diversity might compensate by choosing teammates who, despite

differing externally, share similar deep-level characteristics. This logic helps explain how



demographically diverse teams can reproduce familiar informational and social patterns, even
when they appear to cross visible boundaries (Kossinets & Watts 2009; Ruef et al. 2003;
Wimmer & Lewis 2010).

Previous research documents similar compensatory reactions across various contexts. For
example, males exhibit hyper-masculinity when facing insecurity about their masculine identity
(Willer et al. 2013). Similarly, attorneys adopt excessively adversarial stances toward former
colleagues when encountering each other as adversaries in court, driven by anxiety about client
evaluations of their loyalty (Uribe et al. 2020). White individuals concerned about appearing
prejudiced demonstrate exaggerated attentiveness in interracial interactions (Neel & Shapiro
2012), and Japanese-Americans disproportionately volunteered for military service following the
Pearl Harbor attacks due to concerns about stigmatization (Niiya 2014). Analogously, when
anticipating potential divergence in perspectives from surface-level diverse teammates,
individuals may compensate by selecting teammates who are cognitively similar, thereby
preserving their sense of psychological security and implicitly reverting to the comfort of
homophily.

Prior research offers evidence consistent with the diversity paradox. For example,
research by Phillips et. al. (2004) indicates that teams perform optimally when deep-level
diversity aligns with surface-level diversity. However, more commonly, teams manifest
surface-level diversity without parallel deep-level differentiation, resulting in interpersonal
tensions and task-related difficulties without accruing the cognitive benefits of genuine diversity
(Phillips & Loyd 2006). There is also evidence that deep-level similarity can alter initial
judgments based on surface-level diversity cues (Stangor et al. 1992; Turner et al. 1987), easing

interpersonal interactions (Thibaut & Kelley 1959), enhancing communication efficacy, and



reducing role ambiguity (Tsui & O’Reilly 1989). Consequently, cognitive homophily can
alleviate anxiety stemming from surface-level differences.

A natural question arises: because deep-level diversity is inherently less observable, can
inventors choose teammates who share deep-level cognitive attributes to quell anticipatory
anxiety? We contend that they can, and often do, through several mechanisms. First, our
fieldwork shows that inventors routinely mobilize their personal networks when searching for
collaborators, consulting current and former partners, colleagues, mentors, and friends. For
example, one inventor we interviewed said, “I prefer to work with previous collaborators
because once you have found someone you can work well with, you know how the team works.
There are also limitations to how many collaborations you can handle and how many new
collaborations you can make.” These findings echo prior research that identifies social structure
as a principal conduit for collaborator referrals among inventors (Fleming et al. 2007; Funk
2014; Stuart 1998), and more broadly align with research showing that networks shape exposure
to information, opportunities, and similarity through repeated interaction and closure (Kossinets
& Watts 2009; Marsden 1987; Moody 2001). Such network-based referrals may exert a subtle
matching force, steering individuals toward partners whose personalities and cognitive styles
align with their own. As one interviewee remarked, “People who know and understand my
personality traits try to match collaborators based on that.” Another observed, “Networks
determine who I work with. I tend to attract other enthusiastic collaborators.”

Second, our interviewees repeatedly described preliminary meetings intended to evaluate
prospective collaborators, with some even admitting to conducting rather formal interviews
during this stage. One inventor described looking for “smart, creative, and productive

collaborators” during the interview process. Another inventor stated that they look for common



goals and interests during the interview process, “Being on the same wavelength and having
something in common is important for the commercialization process.” Other inventors
mentioned doing trial runs with smaller projects before adding collaborators onto larger projects,
“The more successful you are with my smaller projects, the more likely you are to be added to my
larger projects.” A substantial literature demonstrates that such interactions can make deep-level
attributes salient and frequently lead participants to favor others based on cognitive similarity, a
tendency we expect to be magnified when anticipatory anxiety is present. Such matching on
cognitive similarity may arise through allusions to shared research interests or experiences
(Kilduff & Tsai 2003; McPherson et al. 2001; Rivera 2011) and even through subtle
commonalities in linguistic style (Sytch & Kim 2021).

These cues typically operate below conscious awareness, embedded in the questions
posed, the challenges offered, and the knowledge referenced. Indeed, prior research indicates that
such selection is most likely to proceed unconsciously via implicit social cognition, heuristics,
and biases (Greenwald & Banaji 1995; Johnson & Raab 2003; Kahneman 2011; Tversky &
Kahneman 1974), though deliberate screening for particular traits can lead to the same selection
outcomes. An inventor reflected, “I have not purposely chosen a diverse team, but rather chose
people with the best traits. I choose good communicators, positive people, and people with good
teamwork skills. They also tend to have a lot of different expertise.” Another observed, “Working
in different areas can lead to conflict. If a collaborator specializes in a specific area, they feel
like they know it better than everyone else and feel like they are justified to do it their way.”

It is important to recognize that compensatory cognitive homophily—wherein majority
inventors recruit demographically diverse yet cognitively similar minority collaborators—is by

no means assured. Several interviewees reported that they consciously seek deep-level diversity.



One explained, “My research is a broad topic, so I look for collaborators with a variety of skills.
I want to make sure, at any particular point in time, that my collaborators cover all skills
needed. Unique solutions require diverse thinking.” Another remarked, “I look for people who
add something I do not know.” A third observed, “Perspective is very important. To do good
research and be innovative, you need different perspectives.” Prior research similarly shows that
inventors often treat functional expertise as a proxy for cognitive diversity when forming
teams—*“we kind of identified the major functions and hired one person to kind of lead [each]
area” (Zellmer-Bruhn et al. 2021 p. 12). This orientation is consistent with research on
innovation and creative production showing that novel outcomes often depend on combining
distant knowledge domains, atypical inputs, and perspectives from bridging or peripheral
positions (Cattani & Ferriani 2008; Cattani et al. 2014; Foster et al. 2015). By contrast, other
respondents professed indifference to cognitive diversity during selection. For example, one
inventor said that he focuses mainly on personality traits, not cognitive diversity, “Personality
traits are a dealbreaker despite expertise because it is a liability for the team.”

In summary, we argue that majority inventors’ preference for deep-level, cognitive
diversity oscillates with the level of anticipatory anxiety triggered by observable, surface-level
gender cues of a minority member. When selecting demographically diverse collaborators,
majority individuals may—often unconsciously—gravitate toward cognitively similar partners to
manage that anxiety, which we term compensatory cognitive homophily. While our main
argument is original, it resonates with evidence that anticipatory anxiety increases reliance on
cognitive shortcuts and stereotypes (Sommer & Kahn 2005), which can reinforce preferences for
similarity. It also aligns with the work indicating that stress heightens unconscious bias toward

shared perspectives (Homan et al. 2007) and that a shared mindset and shared values can



mitigate anxiety in intergroup encounters (Page-Gould et al. 2008). Related work likewise
indicates that under conditions of uncertainty—a state akin to anticipatory anxiety—people
prefer collaborators who are cognitively similar (Phillips et al. 2006; Van Knippenberg et al.
2004)°. Considering the arguments advanced above, we posit:

Hypothesis 1. In teams where one gender predominates, a minority-gender teammate

will, on average, exhibit lower deep-level (cognitive) diversity than a majority-gender

teammate.
Boundary Condition

A central boundary condition for our theoretical framework concerns the alignment
between surface-level and deep-level diversity in the population of available collaborators. The
magnitude of this alignment directly influences the degree of the diversity paradox: where
surface-level — e.g., demographic — diversity is fully congruent with deep-level — e.g.,
cognitive — diversity, it is structurally impossible to assemble a group that is demographically
diverse but cognitively homogeneous. In such contexts, the paradox becomes immaterial.
Empirically, however, the degree of association between surface- and deep-level diversity
remains debated. On one side, proponents of the cognitive-resource perspective (Cox & Blake
1991; Page 2008; Williams & O’Reilly 1998) argue that observable demographic differences
may predict, or at least serve as partial stand-ins for, cognitive diversity, positing a relatively high
degree of overlap (Chatman et al. 1998; Lawrence 1997; Wiersema & Bird 1993). In contrast,
other researchers report only modest or insubstantial correlations between demographic variables
and measures of underlying cognitive variation (Glick et al. 1993; Kilduff et al. 2000; Liang &
Picken 2011). This latter view is consistent with sociological accounts emphasizing that

demographic categories shape opportunities, social networks, and recognition without perfectly

3 Neither Phillips and colleagues (2006) nor Van Knippenberg and colleagues (2004) examined the link between surface and deep
level diversity in selection. Rather, Phillips and colleagues (2006) examine expectations about the deep-level perspectives of
people who do not share surface-level characteristics.



determining actors’ knowledge repertoires or perspectives (Burt 2004; Hirschman & Garbes
2021; Ridgeway & Erickson 2000; Srivastava & Banaji 2011). Consistent with this view, Kilduff
and colleagues (2000) identified only weak associations between age, nationality, or functional
background and cognitive differences.

We posit that the degree of correspondence between demographic and cognitive diversity
is itself context-sensitive, varying systematically across organizational and sectoral landscapes.
Joshi and Roh (2009), for instance, demonstrate that the negative impact of gender diversity on
performance is mitigated in sectors where gender representation is more evenly distributed.
Where a demographically dominant majority is present — such as in male-dominated industries
— concordance between surface-level and deep-level diversity may be attenuated, opening the
door for the diversity paradox to exist. The underlying mechanism is clear: in these domains,
individuals from underrepresented groups face acute selection and acculturation pressures to
assimilate to prevailing norms in order to be accepted, thus eroding the probability that
observable demographic distinctions map onto meaningful cognitive divergence (Kanter 1977;
Rivera 2012; Turco 2010). Conversely, as demographic balance increases, such as when two or
more groups are more evenly represented, opportunities expand for distinct cognitive
perspectives to persist within demographic categories, thereby strengthening the correlation
between surface-level and deep-level diversity. As a result, the demographic composition of a
field can fundamentally impact the relevance and magnitude of the diversity paradox. We
theorize, moreover, that there are threshold conditions delimiting the correlation between
surface-level and deep-level diversity, which determine both the strength and the existence of the

diversity paradox itself.



In this light, we expect that the diversity paradox will be most pronounced in sectors
marked by overwhelming demographic dominance of one group along visible axes, such as
gender. Our dataset, with 90.2% of inventors identified as male, exemplifies such an
environment and thus offers especially suitable conditions for examining the emergence of the
diversity paradox. To interrogate this intuition, we leverage formal modeling, which affords us
the unique capacity to specify how inputs (e.g., the relation between surface-level and deep-level
diversity) impact outcomes (e.g., teams’ cognitive diversity) using key variables and systems of
equations.

Formal modeling approaches are especially appropriate in this context, where empirical
manipulation—such as dramatically altering the gender composition of the inventor
population—is infeasible (Carroll & Harrison 1998; Kreps 1990). Given the pronounced skew in
gender representation within the inventor population, which persists even within more granular
industry segments, formal modeling emerges as the optimal method to delineate the impact of
gender distribution on the dynamics of the diversity paradox. Formal modeling is useful in
theory development and allows for rigorous testing (Chatain & Zemsky 2011; Makadok et al.
2018; Puranam et al. 2015). It can be helpful in formalizing verbal logic, clarifying assumptions
and mechanisms, improving construct clarity, and improving measurement (Chatain & Zemsky
2011; Makadok et al. 2018; Puranam et al. 2015). It can also be used to identify boundary
conditions of existing findings (Chatain & Zemsky 2011; Knudsen et al. 2019) as we do here.
Specifically, we use formal modeling to examine how the within or between group classifications
(e.g., gender) differing at the population and team levels impact the chance of one group (e.g.,
females) adding unique skills. We identify the boundaries in which the diversity paradox can

occur. We present the formal model and its results after the results of our empirical analysis.



METHODS

Data

We used publicly available patents data from 1976 to 2019 accessed via PatentsView.
There were 3,118,992 inventors and 4,113,158 teams in our data. Among the inventors in our
data, 90.2% are male. Among the teams in our data, 23.56% of teams are homogenous (all male
or all female). We drop the dyads in our main model because they may be subject to different
team dynamics without a clear demographic majority (Laughlin et al. 2006; Wheelan 2009). This
reduces the sample size to 2,470,901 teams. We re-run the model with all teams, including the
dyads, and the results stay consistent. In this supplementary analysis, the dominant assumption is
that in spite of the absence of a clear demographic majority, it is the males who exert a
disproportionate amount of influence on team composition due to their overwhelming dominance
in the population.
Measures

Knowledge space mapping. Leveraging advances in machine learning, we constructed
high-resolution representations of the technological knowledge space in which inventors are
embedded (Aceves & Evans 2024). Our multi-step process followed the procedure in Aceves and
Evans (2024), summarized below. First, using the complete corpus of U.S. patents granted from
1976 through 2019 (n = 7,234,480), we trained Gensim’s word2vec algorithm to create a
300-dimensional vector space for each focal year (Mikolov et al. 2013a; 2013b). Because the
architecture of knowledge evolves as new discoveries accumulate, we trained 40 distinct
embedding models, one for each year between 1979 and 2019. The first of these models (for the
year 1979) included all knowledge encoded in patents from 1976 up to that year (there was too

little textual data to build a yearly model before this date). The second model (for the year 1980)



encoded all innovation knowledge encoded in patents between 1976 and 1980. Each subsequent
model (i.e., 1981, 1982, etc.) therefore reflects the cumulative stock of patented innovation
available up to that point in time.

The model for each of these years was trained with the following parameters: context
window of five words, continuous bag of words (CBOW) training algorithm, five training
rounds, and default values for other parameters (Aceves & Evans 2024). We performed the same

kinds of validity checks for the models (see Online Appendix, Section 1 — Mapping the

Knowledge Space) as Aceves and Evans (2024), finding the same results and indicating that we
have a valid model of the knowledge space of innovation during these years. Calculating
cognitive diversity in a knowledge space mapped in this way predicts invention impact, novelty,
and disruptiveness better than functional diversity (Aceves & Evans 2024). With the knowledge
space mapped, we position each individual inventor within it according to the ideas and insights
they have mobilized throughout their work. An inventor’s precise location in the knowledge
space is therefore defined as the centroid of the vectors representing all knowledge elements with
which they have previously engaged, yielding a distinct set of coordinates (a vector) in the
multidimensional knowledge space for each inventor.

Dependent variable. Our focal outcome is team-level cognitive diversity, defined as the
knowledge heterogeneity among the inventors collaborating on a focal patent. Conceptually, this
measure aligns with the task- or job-relatedness perspective on cognitive diversity (e.g., Horwitz
& Horwitz 2007; Pelled 1996). To construct the measure, we first leveraged the annual
knowledge-space embeddings that encode the full semantic content of the patent corpus up to a
given year, thereby offering a far richer depiction of inventors’ prior expertise than coarse

metrics based on patent classes (Aceves & Evans 2024). For every collaboration year, we located


https://osf.io/c6vzk/overview?view_only=a2768d4b6d0b4a2da7ca31ea3a750995

each inventor within the corresponding year’s knowledge space. An inventor’s coordinates were
defined as the centroid of the concepts embodied in all patents they had authored prior to (and
excluding) the focal patent, thus capturing the cumulative knowledge they had mobilized up to
that point. By tracing an inventor’s detailed history of innovation, these embeddings illuminate
the knowledge domains and concepts they deem important, the problem-solving heuristics they
favor, and the solutions they are predisposed to propose. All of these factors are also likely to
shape how they interpret and respond to collaborators’ ideas (Hannan et al. 2019; Huo et al.
2019; Whalen et al. 2020).

Second, we measured cognitive heterogeneity separately for heterogeneous
(mixed-gender) and homogeneous (single-gender) teams. For heterogeneous teams, we first
identified the minority-gender subgroup. If it contained more than one member, we drew one
individual at random. We then computed the mean pairwise cosine similarity (adding 1,
multiplying by -50, and adding 100, so that the values are on a 0-100 interval, with smaller
values equaling lower cognitive diversity) between this focal minority member and the centroid
vector of the majority-gender teammates.* Accordingly, in male-majority teams, team-level
cognitive diversity is the average cognitive distance from a randomly chosen woman to all men,
whereas in female-majority teams it is from a randomly chosen man to all women. For
homogenous teams, we randomly selected one inventor and calculated the mean pairwise cosine
similarity between that individual and the centroid vector of the other teammates. In all cases,
greater cosine similarity equals lower cognitive diversity.

Independent variables. To determine inventor gender, we use the assigned gender in the

PatentsView database, which is determined by the attribution algorithm developed by the World

* We calculate the distance between a randomly selected minority and all majority teammates because we calculate the distance
between only one randomly selected majority and all other majority teammates for homogeneous teams, so this simulates
selecting one member at a time.



Intellectual Property Organization (WIPO) and maintained by Harvard Dataverse. This algorithm
uses The Worldwide Gender-Name Dictionary (WGND) 2.0, IBM-GNR (Global Name
Recognition) to predict the probabilities of first names being male or female. This algorithm has
been shown to be accurate and consistent with other gender assignment algorithms in prior
research (Linehan et al. 2022; Yang et al. 2022). We subsequently created gender-heterogenous,
a binary dependent variable, coded as 1 if a team had both genders represented, and 0 if it had
only males or only females. We used this variable to test whether a minority member will exhibit
less cognitive diversity than a majority member (Hypothesis 1).

Control variables. To ensure robustness of our results, we controlled for a range of
factors that could affect the accuracy and consistency of our estimation. In particular, we
controlled for a number of salient team characteristics, including team size (see Online
Appendix, Section 2 — Additional Table and Figures, Figure I for the distribution of team size;
range is 2 to 133), familiarity, and various facets of the team’s prior patenting experience (see

Table 1 for details).

Insert Table 1 about here

We have also controlled for the characteristics of the invention by using the number of
patent claims. We ran all models with various combinations of control variables and without
them to ensure robustness of our analyses. The results stayed consistent across all of these model
specifications, so we reported the models with all of the control variables. We ran all of the
models with and without year fixed effects to control for time and the results stayed consistent.
We report the results with year fixed effects.

Estimation


https://osf.io/c6vzk/overview?view_only=a2768d4b6d0b4a2da7ca31ea3a750995
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Hypothesis 1 predicted that minority members added to patent teams will be less
cognitively diverse than majority members. Because cognitive diversity is a continuous variable,
we estimated the corresponding models with a linear regression, using gender-heterogenous, a
binary variable, as our main predictor. Cognitive diversity is focused on the diversity of the
minority member relative to the majority members.

RESULTS
Statistical Model Results

We report the correlations, means, and standard deviations of the variables in Table 2.

Insert Table 2 about here

The results, presented in Table 3 (Model 1), indicate that a randomly selected minority
team member is, on average, more cognitively similar to majority members (in
gender-heterogeneous teams, coded as 1) than a randomly selected majority member is to other
majority members (in gender-homogeneous teams, coded as 0).

Focusing on Model 1, which includes all covariates and utilizes the full sample, the
coefficient for gender-heterogeneous team membership is -0.68 (p < 0.01). This means that,
holding all else constant, members of gender-heterogeneous teams are associated with a 0.68
reduction in cognitive diversity compared to members of gender-homogeneous teams. This is a

substantive decrease given 17.49% of the cognitive diversity values are below 1.00 (range is 0.00

to 62.04; see Online Appendix, Section 2 — Additional Table and Figures, Figure 2 for the
distribution of cognitive diversity in teams).
This effect persists even after accounting for a comprehensive set of control variables,

underscoring the robustness of the finding. The effect size for the mean difference in cognitive
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diversity between gender-diverse (1 = yes) and non-diverse (0 = no) teams, as measured by
Cohen’s d, is 0.105, suggesting a small but notable effect. Taken together, these results support
Hypothesis 1 and provide evidence for the diversity paradox: while teams become more diverse
at the surface level (i.e., more diverse in terms of gender), newly added minority members tend

to bring less deep-level, cognitive diversity to the team than majority members.

Insert Table 3 about here

Supplementary Analyses and Robustness Tests

To ensure the robustness of our results, we re-ran the model with all teams, including the
dyads, and the results stayed consistent (see Model 2 in Table 3). We also re-ran all models with
patent-main-class fixed effects to control for technology niches. We can only include
observations in which there is one main patent class’ and this decreases the sample size from
2,470,901 teams to 885,595 teams. The results stayed consistent (see Model 3 in Table 3), so we
focused our discussion on the models without the patent main class fixed effects given the larger
sample size.

We ran all of the models with and without robust standard errors and the results stayed
consistent, so we report our results with robust standard errors. Because the variable of cognitive

diversity was skewed (kurtosis = 7.85, p<0.01), we also re-estimated all models using a

log-transformed dependent variable. The results remained unchanged (see Online Appendix,
Section 2 — Additional Table and Figures, Table 4), and so we report the main results based on a

non-transformed dependent variable for interpretability reasons.

* If patents have multiple main classes or no main classes, we cannot include them in the model because we would have to choose
one of the main classes (no way to prioritize one class over another) given that the level of analysis is a patent team.
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In addition to running additional analyses with and without all control variables, a logged
dependent variable, year fixed effects, patent main class fixed effects, and robust standard errors,
we also ran an additional analysis to test whether teams look for one token female or male. We
ran the model controlling for percent male, and the effect still remains significant (see Model 4 in
Table 3). We also ran the model removing all of the cases in which cognitive diversity was 0.00

to ensure the results still held. The results stayed significant (see Model 5 in Table 3).

FORMAL MODEL

The diversity paradox exists only given certain assumptions. We now build a simple
model to provide intuition for the conditions under which the diversity paradox is more likely to
arise. Our model is purposefully simple so as to identify main causes. We assume two types of
agents: Male (M) and Female (F), with males over represented in the population. We then ask
what must be true of correlations in skills by types for the diversity paradox to arise.®

We let the parameter, p > 0.5, denote the proportion of male. Each agent, male or female,
possesses one of two skills (1 and 2), which we use as proxies for cognitive differences. We
assume that males are more likely to possess skill 1, and females more likely to possess skill 2.
In the baseline the model, we assume equal biases in skill type so that Pr(Skill,|M) = Pr(Skill,|F)
=q>0.5.

We assume a large population of agents who work in pairs. In each period, we assume
that agents are randomly assigned to pairs. If a pair contains one agent with each skill, it forms a
team. If both members of the pair possess the same skill, they do not form a team. Table 5 below
shows the possible combinations of pairs that can form, their probabilities, and whether they can

form a team. To simplify notation, we let M; (F;) denote a type M (F) with skill i.

® One can also take a simulation approach to identify feasible ranges of parameters. This has been done for diversity trumps
ability results (Grim et al. 2019).



Insert Table 5 about here

There are four possible cases in which teams form {M,, M,},{M,, F,},{F,, M,}, and {F,,
F,}. A straightforward calculation shows that the probability that a team forms, P, equals 2g(1 —
Q)(p*+ 1 —p)»)+2p(1 - p)(q*+ (1 — g)*. As we show, the conditions for the diversity paradox
depend only on relative probabilities, so we can ignore the P; term in our analysis.

The model presented in the main part of the paper assumes that if a team that successfully
forms has two members of the same gender, that when adding a third member of the team, they
must select someone of the other gender. Given that assumption, all teams contain two members
of one gender and one of the other gender in addition to each team containing at least one person
with each skill.

There exist twelve possible types of teams. We introduce the notation {{M|, F>}, F} to
denote a team of size three in which the initial team consists of an M, and F’, and the third

member is an F,. Table 6 below lists the possible cases along with their (relative) probabilities.

Insert Table 6 about here

To demonstrate the conditions for the diversity paradox, we group these twelve cases into
four categories: (1) groups with two males (M) in which the single female (F) brings a diverse
skill, denoted as D,,,; (2) groups with two Ms in which the F does not add a diverse skill, N,;
(3) groups with two F's in which the male adds a diverse skill, Dy, and (4) groups with two Fs
in which the single male does not add a diverse skill N,z Notice that only in the D cases, does
the demographically diverse member add skill diversity. We can write the composition each of
these four categories of team as follows:

1. Dyy={{{M,, F,}, M}, {{M,, F\}, My} }



2. Noyp = {H{{M,, Mo, Fi}, (M, Moy, Fob, (M, Fop, Moy, (Mo, Fy}, M3, §

3. Doy = {{iM,, Fo}, Fo}, {{M), Fi}, Fi}}

4. Nopy = {{{F), o}, My}, ({F), Fof, Moy, (M, Fop, By, (M, By} Fop )
Their probabilities of each category can be written as follows:

L. P(Dyyr) = 2p*(1 = p)(g’ + (1 — 9))

2. P(Nowr) =2p°q(1 = q)(2 ~ p)

3. P(Dsea) =2p(1 = p)(q* + (1 —g)’

4. P(Nop) = 2(1 = p)’q(1 = 9)(2 — p))

We can now state a series of straightforward claims that relate each gender’s population
skill diversity, the probability that two members of the population of the same gender have
different skills, to that gender’s team skill diversity, the probability that the two members of a
team of the same gender possess different skills, as well as the ratio of male skill diversity to
female skill diversity. Our first claim states that male team skill diversity exceeds their
population skill diversity. In other words, the men on teams possess more skill diversity than
men in the population.

Claim 1. The population skill diversity for males is less than the team skill diversity for males on
teams with two males.

Proof of claim: The probability that two males on a team possess different skills equals:
(g(1 = )2~ p)/((q(1 = )2 ~p) + (1 = p)g* + (1 — 9))).
The probability that two males randomly chosen from the population have different skills equals:
2q(1-q).
Suffice to show that:
(@1 = )2 = p)((a(1 = )2 = p) + (1= p)g* + (1 = 9)) > 24(1 — q).

This can be rewritten as:



2-p>2¢((1-@)2~p)+ (1 ~p)1-3q+3q%).
We can write the right hand side as:
2(1-p)+22p — 1)g —22p — g™
The right hand side is maximized at q = 1/2. Suffices to show:
p>(12)2p— 1),
which is equivalent to:
2p >2p-1,
which must hold.

The result that males on teams must be more diverse than males in the population is one
driver of the diversity paradox. A second driver is that an equivalent result does not hold for the
skill diversity of F's on teams with two Fs. On those teams, the team skill diversity on teams can
be less than the population skill diversity. Of particular importance, females are less likely to be
skill diverse when females comprise a smaller portion of the population. Thus, if females
comprise a small portion of the members of some profession, which is the case for our data set,
then for teams that have successfully formed with two females, the females will be less diverse
than if they had been chosen randomly.

Claim 2: The female team skill diversity is guaranteed to exceed the population skill diversity
provided the proportion of males, p, is less than 2/3. As the proportion of males p approaches

one, female team skill diversity will be less than population skill diversity.

Proof of claim: The probability that on a team with two F's and an M, that the F's possess
different skills equals:

P(Nopa) (P(N2gg) + P(Dagug))s

which can be written as:

(q(1 = )2 —p)/ (g1 —q)2 —p) +p(g’ + (1 —¢)))



It follows that team skill diversity exceeds population skill diversity for females if and only if:
(q(1 = g)2 = p)(a(1 = @)2 ~p) + p(g* + (1~ g)*)) > 24(1 — g).
This can be rewritten as:
2-p>2(q(1 ~q)2~p) +p(g* + (1~ 9)")),
which simplifies to:
2-p>2p+4Q2p—1)(q* ~9).
Rearranging terms gives:
2-3p>42p - 1)q’ — 9.

The right-hand side of the inequality increases in g for ¢ > 0.5. At g = 1, the inequality holds if
and only if p < 2/3. This proves the first part of the claim. At p = 1, the inequality becomes:

—(1/2) > (¢ — q),

which cannot hold for ¢ > 0.5 which completes the claim. See Figure 3 below.

Insert Figure 3 about here

Our third claim states that the proportion of Ms in teams with two F's who bring a unique
skill always exceeds the proportion of F's in teams with two Ms who bring a unique skill. In other
words, a single man on a team will be more likely to add diversity than a single woman on a
team.

Claim 3. The proportion of single Ms who bring a unique skill to groups with two Fs exceeds the
proportion of single F's who bring a unique skill to teams with two Ms.

Proof of claim: The probability of an M bringing a unique skill in a group with one M and two F's
equals:

P(D2y)/ (P(Nryg) + P(Dsgeng))-

This equals:

(@ + (1= g))(g(1 — q)2 - pytp(g’ + (1 — q)*)).



The probability of an F bringing unique skill in a group with one F and two Ms equals:
P(Novir) P(Noysr ) + P(Dayr)-
This equals:
(1 =p)g’ + (1 =)N(g(1 = )2 ~p) + (1 = p)g* + (1~ q))).

The result holds provided that:

(g’ + (A =M1 = )2 = p) +p(g’ + (1 = g)) > (1 =p)g* + (1 = 9 Ng(1 = g)(2 — p)+(1
—p)g* +(1-9)).

This is equivalent to:
p(g(1 =92 -p)+ (A —p)g* + (1 =g > (1= p)g(l = )2 —p) +pg’ + (1 —g))).
Cancelling terms gives:
p>1-p),
which holds for all p > 0.5.

We compare the ratio of Ms who bring a unique skill to the ratio of F's who bring a
unique skill across all teams. This ratio is not intuitive, so we first plot it as a function of ¢, the
differences in skills, for different values of p, the proportion of males. See Figure 4 below. Two
features stand out. First, for ¢ near 0.5, if men and women have similar skills, then the more men
in the population, the more that they add diversity. Thus, the diversity paradox becomes most
extreme if females are cognitively similar to males but poorly represented in the population.
Second, the ratio can be surprisingly large even with substantial cognitive differences between
types. If males are 80% of the population, even when g = 0.75, males will be more than twice as

likely to add cognitive diversity as females.

Insert Figure 4 about here




Corollary 1. The ratio of Ms with unique skills to Fs equals:
(pA(9)B(p, q) + (1 = p)p[A(@)Y((1 ~ P)A(9)B(p, q) + (1 — p)p[A(9)])*,
where
A@)=q’+ (1 —g)
and
B(p,q) =q(1 —¢)(2 ~p).

To compute the ratio, we take:

((p(q* +(1=q)’ W (q(1—q)2—p)+p(q’ +(1—q()f)));(gg)l—p)(q3 +(1=¢)’ Y (q(1—q)2—p)+(1-p)(¢’
+ —q 3 .

Dividing gives:

@@+ A =@)g(1 )2 —p)+ (1 —p)g’ + (1 —g)))((g(1 — )2 —p) + p(g’ + (1 — g
—p)g’ + (1 —g)))).

Let
A@=q+(1-q)
and
B(p.q) =q(1 = ¢)2—p).
We can then write the equation as:
(pA(@)B(p, q) + (1 = P)A@I((B@, @) + pA@)(1 — p)A(q)))
Which simplifies to:
(PA@B(p, ) + (1 = p)p[A( (1 = p)A(@)B(p, 9) + (1 ~ p)plA(g)])
Consequently, the level of imbalance in the observable, surface-level diversity indicators
in the population that drive team formation plays a key role. In our formal model, the extent of
diversity paradox becomes negligible in populations that are moderately balanced. Specifically,

those in which the majority group comprises less than two-thirds of the total population.



However, when the population is highly skewed toward one type—the inventor population in our
setting is 90.2% male—the diversity paradox is most pronounced, that is, the minority type will
be far less likely to add cognitive diversity.
DISCUSSION

Departing from prior work that has treated the effects of surface- and deep-level diversity
separately, this study examines how majority-group members select minority teammates,
focusing on the interplay between visible demographic difference and underlying cognitive
heterogeneity in invention teams. Prior research has distinguished surface-level diversity, such as
gender, race, and other observable characteristics, from deep-level diversity, such as knowledge,
experience, values, and cognitive style (Harrison et al. 1998; Harrison et al. 2002; Horwitz &
Horwitz 2007; Milliken & Martins 1996; Pelled 1996). Our main finding documents a diversity
paradox: well-intentioned selection of teammates on observable diverse attributes can
inadvertently reduce a team’s cognitive diversity.

We argue that the mechanism underlying this effect is compensatory cognitive homophily
— wherein concerns about potential conflict, misunderstanding, or coordination difficulties prior
to collaboration (Abrams et al. 1990; Byrne 1971; Shore et al. 2011; Tsui et al. 1992; Tsui et al.
1995) prompt majority members, typically unconsciously, to favor cognitively similar partners.
Because demographic categories are highly visible but only imperfectly correlated with cognitive
and informational difference, actors may satisfy surface-level diversity goals while preserving
deeper forms of familiarity (Ridgeway & Erickson 2000; Srivastava & Banaji 2011). In this
sense, our findings extend research on homophily and network closure by showing that similarity
can persist even when teams cross visible demographic boundaries (Kossinets & Watts 2009;

McPherson et al. 2001; Rivera 2012; Wimmer & Lewis 2010).



Importantly, the diversity paradox holds under a clearly defined boundary condition. This
occurs because of a population selection paradox, in which one group may be less likely to add
unique skills, such as cognitive diversity, when the characterization of within- or between-group
classification differs at the population and team levels. Put differently, the implications of
surface-level diversity depend on the population-level relationship between demographic
classification and cognitive heterogeneity. Because females make up only 9.8% of the patenting
population in our data, as opposed to around half of the United States population, the
characterization of group classification differs at the population and team levels, leading to the
population selection paradox demonstrated by our formal model.

Moreover, there may be barriers to entry for females into patenting, leading those who do
enter to be less cognitively diverse than the general population of women. These barriers may
shape access to training, networks, recognition, and opportunities, thereby influencing who
enters inventive fields and where they are located in the knowledge space (Moody 2001; Turco
2010; Wimmer & Lewis 2010). This finding offers a novel perspective on the interaction
between team microstructure and broader field-level demographic patterns, advancing theoretical
debates on the contingent nature of diversity and its associated dynamics (Joshi & Roh 2009;
Kanter 1977). These findings may provide insight into the results reported by Joshi and Roh
(2009), who found that occupational gender composition moderates the negative impact of team
gender diversity on performance; specifically, they observed that this detrimental effect is
attenuated in industries where the gender distribution is more balanced. Our results suggest that
this attenuation may occur because, in more gender-balanced fields, demographic diversity is

more likely to coincide with deep-level cognitive heterogeneity.



With these findings, we make several contributions to theory. First, our findings
contribute by clarifying the often-paradoxical relation between surface-level and deep-level
diversity in team assembly. Consistent with cognitive resource perspectives (Cox & Blake 1991;
Page 2008; Williams & O’Reilly 1998), we show that the presumed alignment between
demographic diversity and cognitive heterogeneity is situation-dependent. Notably, our results
suggest that selection practices, when anchored to observable differences, may inadvertently
constrain the very cognitive variety that underpins innovation and creativity. This is
consequential because prior work shows that creative and innovative outcomes often emerge
from recombination, brokerage, atypical combinations, and the bridging of otherwise
disconnected knowledge domains (Burt 2004; Foster et al. 2015; Uzzi & Spiro 2005). In
particular, the tendency of majority-group members to favor less cognitively divergent minority
teammates reflects a compensatory response to psychological discomfort. Although our research
design does not allow us to directly observe the psychological micro-mechanisms underlying this
response, related work on compensatory behavior suggests that such mitigation may occur
unconsciously (Willer et al. 2013). Compensatory cognitive homophily may therefore strip away
the positive effects of diversity, and thus, the diversity paradox may help explain mixed findings
about the relation between diversity and team performance.

This dynamic may help reconcile previously mixed empirical findings regarding the
effects of diversity on team performance (Bowers et al. 2000; Stewart 2006). We suggest that
analyses of surface-level diversity may benefit from going hand-in-hand with analyses of
deep-level diversity, as these interdependent dynamics may translate into teams’ outcomes.
Studies that examine demographic diversity alone may combine teams that are both

demographically and cognitively diverse with teams that are demographically diverse but



cognitively homogeneous. Moreover, the nature of these dynamics could vary depending on the
broader, system-level characteristics of the population of interest. Our formal model shows that a
population selection paradox may take place when the characterization of within- or
between-group classification differs at the population and team levels. Certain industries, such as
the service industry, may attract a more representative sample of the general population of
females than other industries, such as manufacturing, whether through the percentage of females
within the industry and/or the cognitive diversity of females who choose to enter the industry.
Thus, we would expect the diversity paradox to be weaker in those industries. Research has
found that surface-level diversity is more beneficial in the service industry than in manufacturing
(Richard et al. 2007). Our results can help explain why this occurs and suggest that interventions,
such as eliminating barriers to entry, expanding access to networks, and making deep-level
expertise more visible in selection processes, may enable a more representative and cognitively
heterogeneous sample of the general population to enter certain industries.

Our formal model may also help explain why there are mixed empirical findings
regarding the effects of diversity on team performance (Bowers et al. 2000; Stewart 2006). If the
industry being studied differs from the general population in terms of group classification, it may
be subject to the population selection paradox. Therefore, adding surface-level diversity would
be less likely to add unique skills, such as cognitive diversity, and in turn, could potentially
negatively impact performance outcomes. This suggests that research using data on industries
most similar to the general population may be most accurate in generalizing their findings. More
broadly, our findings suggest that scholars should attend not only to whether teams are
demographically diverse, but also to whether demographic diversity is accompanied by cognitive

distance, informational novelty, and access to distinct knowledge domains.



Empirically, the present research highlights the limitations of substituting surface-level
attributes as proxies for cognitive heterogeneity, particularly within selection contexts shaped by
institutional or social barriers that restrict minority entry into candidate pools. Our direct measure
of cognitive diversity, which predicts invention novelty, impact, and disruptiveness more
robustly than traditional indicators such as gender or functional background, supports the
argument for analytic separation of these two diversity forms in both research and practice.

From a practical standpoint, our findings carry clear implications for managerial
interventions. Assembling demographically diverse teams remains an important priority for
many reasons, including moral and ethical considerations. If the aim, however, is to build teams
that are genuinely innovative and disruptive, managers must also deliberately cultivate cognitive
diversity, particularly at the point of team formation. Interventions may include training aimed at
recognizing and valuing cognitive differences, as well as broadening access to selection
opportunities for underrepresented groups (e.g., enabling opportunity for minority members from
diverse educational, scientific, and work backgrounds). Furthermore, policy initiatives—at both
organizational and governmental levels—that address barriers to minority advancement and
increase the parity on observable demographic indicators in a given sector could further mitigate
the constraints on team selection identified in this study.

Future research can extend our work in several promising directions. First, future studies
might extend this analysis by broadening the conceptions of surface-level and deep-level
diversity. With respect to surface-level diversity, we expect our findings to extrapolate to other
forms of observable difference, such as ethnicity, age, or native language. Relatedly, while our

measure of cognitive diversity is among the most comprehensive to date in patent settings, it



remains circumscribed to the observable inventor knowledge. Broader conceptions of deep-level
diversity, could encompass attitudes, personalities, and values.

Another major opportunity for research would lie in the detailed empirical examinations
of compensatory cognitive homophily as the psychological mechanism underlying the diversity
paradox. Although we were able to identify this effect, the granularity of the data does not allow
us to test the mechanism underlying the diversity paradox. Researchers can extend our work by
conducting lab or field experiments that test whether anticipatory anxiety leads teams to select
less cognitively diverse members when selecting based on surface-level diversity. Future
research can also examine the impact of social networks on this effect. For example, teams may
engage in local search rather than distant search when selecting based on surface-level diversity,
and their close connections may be less cognitively diverse than more distant connections.
Overall, identifying the mechanisms underlying the diversity paradox is important for
understanding potential interventions aimed at inhibiting those mechanisms.

Conclusion

Our study underscores a diversity paradox at the core of team assembly: the impulse to
offset the unease elicited by visible difference with the comfort of cognitive similarity
(compensatory cognitive homophily). As a result, well-intentioned efforts to diversify on
observable attributes can inadvertently yield more cognitively homogeneous teams. Furthermore,
the correlation between surface-level and deep-level diversity may impact the existence of the
diversity paradox as we show in our formal model. Future research should examine how surface-
and deep-level diversity jointly shape collaboration across organizational and societal contexts to

realize the full benefits of diversity.
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APPENDIX A

TABLE 1

DESCRIPTIONS OF CONTROL VARIABLES

Variable Description Data Source
1. Team size Number of inventors on a patent PatentsView
2. Team familiarity PatentsView
= (N(Tll))/z’ where di is the count of all unique inventor dyads on each
patent team who have collaborated at least once in the then identified the
dyads of inventors who have collaborated in the past prior three years on
each team and where N is the size of the patent team. This measure captures
the fraction of pairs of inventors who have previously collaborated to all
pairs of inventors on the team (Reagans et al. 2005)
3. Team patenting  Total number of prior unique patents (if two inventors have patented together PatentsView
experience before, the patent is only counted once towards the team total) granted to all
inventors on a given patent team in all prior years, excluding the focal year
4. Team average Number of years since each team member’s first patent, averaged across all PatentsView
experience patent teammates
5. Number of Number of claims made in the patent, representing exclusive intellectual PatentsView
claims property rights (Lanjouw & Schankerman 2004), indicating the scope of the

invention’s protection (Jaffe et al. 2005). Can be used as a proxy of the

patent’s quality (Tong & Frame 1994)

TABLE 2

MEANS, STANDARD DEVIATIONS, AND CORRELATIONS FOR STUDY VARIABLES

(N=4,113,158 TEAMS)

Variable 1. 2. 3. 4. 5. 6. 7.
1. Cognitive diversity -

2. Gender-heterogeneous -.06 -

(1=yes; 0=no)

3. Team size .03 -.18 -

4. Team familiarity -.09 -.04 .03 -

5. Team patenting experience .02 -.09 21 .58 -

6. Team average experience 26 -.03 .06 .14 .29 -

7. Number of claims -.01 -.00 .05 .02 .03 .03 -
Mean 6.21 .76 3.35 1.93 63.67 7.58 16.31
SD 6.39 42 1.75 9.26 211.42 6.14 11.72




TABLE 3
EFFECTS OF GENDER-HETEROGENEOUS TEAMS ON COGNITIVE DIVERSITY

Variable 1 2 3 4 5
Gender-

heterogeneous =68 (LOL)*** - 81 (.O1)*** -60 (.01)*** -T77 (01)*** -64 (.01)***
(1=yes; 0=no)

Team size 01 (L00)*** .03 (.00)*** .01 (.00)*** 01 (.00)**  -.02 (.00)***
Team familiarity =10 (L00)***  -.09 (.00)***  -10 (.00)*** - 10 (.00)*** - 10 (.00)***

Team patenting 00 (00)*** .00 (.00)*** .00 (.00)*** .00 (.00)*** .00 (.00)***

experience

Team average ksksk ksksk keksk keksk ksksk
experience .27 (.00) .28 (.00) .27 (.00) .27 (.00) .23 (.00)
Number of claims -.01 (L00)***  -.01 (.00)*** -.01 (.00)*** -01(.00)*** -01 (.00)***
Percent male - - - 32 (L02)*** -
Observations 2,470,901 4,113,158 885,595 2,470,901 2,391,987

Standard deviation in parentheses; two-tailed tests: ““p<.01, *'p<.05, “p<.10

Note. All models include year fixed effects and robust standard errors. Model 2 includes cases in which the team
size is two. Model 3 includes main patent class fixed effects. If we take away any of the control variables or robust
standard errors, gender-heterogeneous stays significant. Model 5 excludes cases in which cognitive diversity is 0.00.

TABLE 5
RANDOMLY SELECTED TEAM PROBABILITIES
Team Composition Probability Diverse Skills
{M,, M} quz No
My, My} p—g) No
M, My} 2p’q(1 —q) Yes
{F, )t (d-p)(d-g) No
{F>, F>} a _D)zqz No
U, ) 2(1 —p)2g(1 —q) Yes
M, F} 2p(1 —p)g(1 —q) No
M, [} 2p(1 —p)1 —g)q No
{M,, F,} 2p(1 = p)¢* Yes
Mo, } 2p(1 —p)d —9)(1 —¢q) Yes
TABLE 6
POSSIBLE CASES AND THEIR (RELATIVE) PROBABILITIES

Possible Cases Probability

{{M,, My}, Fi} 21?267(1 _q)z

{{MhMﬁqF?} 21?2672(1 —q)

UE, Fob, My} 20 =py’¢’d —q)

HE), B}, Mo} 2(1 —py’q(1 —g)’

{{M, F,}, M)} 20’0 —p)g’

{{MhF?)(an} 2172(1 _D)Clz(l —q)

(M), F}, Fly 2p(1 = pY’g’(1 —q)

{{M,, F,}, Fo} 2p(1 —p)q’

{({M,. F\}, M)} 2p°(1 —p)g(1 —g)°

{{M,, F\}. Mo} 20’1 —p)1 —g)°

UM, Fi}L F Y 2p(1 —py(1 —¢q)°

{{M,, F\}, F,} 2p(1 —pyg(1 — q)’
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FIG. 3—The range of values for which teams with two F's will have less skill diversity than the

population at large. Region where 2 — 3p > 4(2p — 1)(¢* — ¢) holds (white) and does not hold
(grey). The x-axis is the proportion male (p) and the y-axis is the proportion female (g).
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FIG. 4—Ratio of Ms bringing unique skill to F's (Diversity Paradox).



ONLINE APPENDIX

1. Mapping the Knowledge Space

1.1 Cleaning the corpus. The process of training an embedding model begins by loading
the text dataset, such as patent abstracts, into a programming environment like Python or R. In
this guide, we’ll focus on using Python to implement the Word2Vec model. The first step
involves splitting the text in each abstract into individual words, transforming each continuous
string into a list. Next, all text is converted to lowercase, and non-letter characters, including
punctuation and numbers, are removed. Each abstract is then transformed into a sequence of
words, commonly referred to as tokens.

Optionally, these tokens can be processed with a phrase detection method, which scans
the data for common word pairings or multi-word expressions, merging words that frequently
appear together into single concepts. For instance, when the terms “electric” and “vehicle” are
found next to each other in certain situations, they are combined into a token such as
“electric_vehicle” to better capture their combined meaning.

Once all texts are tokenized—and optionally, phrases detected—the embedding model is
applied. The algorithm analyzes the relationships among words and phrases, learning vector
representations that reflect how words and multi-word terms relate within their textual context,
effectively preserving the semantic relationships present in the text.

1.2 Training the embedding model. The process begins with the selection of an
appropriate embedding model. Several techniques exist for generating word embeddings,
including those based on shallow neural networks like Word2Vec and FastText (Mikolov et al.
2013b), matrix factorization approaches such as GloVe (Pennington et al. 2014), and more
advanced models that leverage deep contextual learning through transformers, as seen in
architectures like BERT and GPT (Devlin et al. 2019; Radford et al. 2022). Irrespective of the
underlying methodology, these models yield an n-dimensional semantic space, where words or
phrases are positioned as vectors that capture their conceptual relationships.

To establish a clear understanding, let’s consider the widely adopted Word2Vec approach
(Mikolov et al. 2013a, b). Specifically, the continuous bag-of-words (CBOW) variant, available
via the Gensim Python library, operates by masking a word in a sequence and using its
surrounding context to predict the masked item. For instance, given a sentence from a technical
patent such as “a frequency modulated coherent laser detection and ranging system,” CBOW
would attempt to infer a target term like “coherent” based on the presence of neighboring words
such as “frequency,” “modulated,” “laser,” and “detection” within a fixed-size context window.
Training involves continually adjusting the vector representation for each word—so, in this
example, “coherent” is incrementally modified to move closer to its surrounding words in the
n-dimensional vector space. Once training concludes, each term is mapped to a fixed
n-dimensional point representing its position within this abstract concept space.

To interpret this process, one could sum the vectors of the context words within a
window; their sum should approximate the target word's position, such as that of “coherent” in
the sentence above. Word2Vec also provides an alternative learning paradigm known as the
skip-gram model, which reverses the prediction process: it uses a central target word to predict
its surrounding context words. These two strategies offer different advantages—CBOW, which
processes whole context windows as single training examples (e.g., using [“1,” “love,” “my,”
“spacious”] to predict “house”) is particularly effective when data is limited. In contrast,



skip-gram treats each target-context pair individually (e.g., predicting “spacious” from “house”),
which allows for more nuanced semantic learning but requires a more extensive dataset to realize
its full potential.

1.3 Validating the models. The concluding phase involves assessing the effectiveness of
the word embedding model to ensure that it accurately reflects human understanding and
interpretation within the relevant domain of human activities that generated the data. It is crucial
for researchers to verify that the learned word vectors meaningfully capture the empirical
concepts they intend to analyze. To this end, there are seven robust validation methods applied to
the patent embeddings, each demonstrating that the model provides a faithful representation of
innovation-related concepts. These methods include: (1) evaluating if words that are closely
positioned in the embedding space exhibit semantic similarity; (2) examining whether increasing
distances in the embedding space correspond to diminishing semantic similarity (a semantic
gradient); (3) checking if clusters in the vector space align with meaningful semantic categories;
(4) measuring how well spatial distances in the real world correlate with those in the embedding
space; (5) assessing the correspondence between social-world distances and embedding
distances; (6) testing the model’s performance on analogical reasoning tasks within the
embedding space; and (7) analyzing whether the documents mapped in the embedding space
maintain coherent semantics. We also use an additional, more ambitious assessment inspired by
the Turing Test (Turing 1950). This "bonus" evaluation considers whether contemporary
contextual embeddings, particularly those driven by transformer architectures, can pass as
indistinguishable from humans in various interpretive and generative tasks, including
classification, association, meaning construction, and conversation. Systems like ChatGPT
illustrate how this bar is shifting from an aspirational goal to a basic expectation for advanced
models. Collectively, these validation techniques equip researchers with systematic ways to
interpret and measure how conceptual relationships are encoded in embedding models.

We also validate the embedding model for each year (since we update each inventor’s
vector based on all patents prior) by comparing the performance of the model trained on data up
to 1980 with the performance of the model trained on all data up to 2019. The vocabulary size is
increasing, reflecting the increased knowledge within this context of modern innovation. When
we compare concepts that have existed since well before 1980 (e.g., light, chemical, and car),
both models accurately reflect their meaning. When we compare concepts that have changed
substantially between 1980 and 2019, the models should reflect this change in meaning. We see
significant changes in meaning for the concept of "online" that occurred between 1980 and 2019,
with online coming to be much more closely associated with the internet, commerce, and
computation relative to its 1980 meaning. Thus, our temporal reasoning for using year-specific
embedding models is justified. Because knowledge in our context changes year-over-year, our
approach allows us to measure the underlying cognitive diversity of team members based on the
structure of knowledge as it existed when the teams worked together.



2. Additional Table and Figures

TABLE 4
EFFECTS OF GENDER-HETEROGENEOUS TEAMS ON LOGGED COGNITIVE
DIVERSITY
Variable 6 7 8 9 10 11 12 13

Gender-

heterogeneous ~ -.16 (.00)™ -.16 (.00)™ -.13 (.00)™ -13(.00)™ -0.18 (.00)™ -0.16 (.00)™ -0.18 (.00)""
(1=yes; 0=no)

-0.16 (.00)™

Team size - .04 (.L00)™ .05 (.00)™ .05 (.00)™" - - - -
Team sokok Hokok kKK

familiarity - -.03 (.00) -.03 (.00) - -.02 (.00) - - -
Team

patenting - .00 (.00)" .00 (.00)™ - - .00 (.00)™ - -
experience

Team.average i 09 (.00)™ .09 (00)" ) i - .09 (.00)™ i
experience

Number of - - -
claims - .00 (.00) .00 (.00) - - - - -.00 (.00)
Observations 2,373,741 2,373,740 846,028 2,373,740 2,373,740 2,373,740 2,373,740 2,373,740

Standard deviation in parentheses; two-tailed tests: ““p<.01, “p<.05, "p<.10

Note. Models 7 and 8 include year fixed effects and robust standard errors. Model 8 includes main patent class fixed
effects. If we take away any of the control variables or robust standard errors, gender-heterogeneous stays
significant.

FIG. 1—Histogram of the percent of teams with different team size values (range = 2.00 to
133.00).
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FIG. 2—Histogram of the percent of teams with different cognitive diversity values (range =
0.00 to 62.04).
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